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SUMMARY

Recent advances in single-cell RNA sequencing and lineage tracing techniques have provided valuable in-
sights into the temporal changes in gene expression during development, tumor progression, and disease
onset. However, there are few computational methods available to analyze this information to help under-
stand multicellular dynamics. We introduce Deep Lineage, a deep-learning method for analyzing time-series
single-cell RNA sequencing with matched lineage tracing data. Our method accurately predicts early cell fate
biases and gene expression profiles at different time points within a clone, surpassing existing methods in
fate prediction accuracy. We further validate our model using LineageSim, a fate-aware lineage simulator,
demonstrating robustness to technical noise such as barcode dropout and clone misidentification. Addition-
ally, we apply Deep Lineage to in silico perturbations in cellular reprogramming and hematopoiesis to identify
key genes and pathways associated with cell fate determination and propose testable perturbation hypoth-

eses for experimental follow-up.

INTRODUCTION

Developmental biology aims to understand the processes by
which single cells divide and differentiate into diverse cell types
in different tissues." Single-cell RNA sequencing (ScRNA-seq) is
a powerful tool that can investigate developmental landscapes
by profiling gene expression in individual cells at different
stages.? While scRNA-seq is valuable for investigating genetic
mechanisms in cell differentiation, its destructive nature restricts
it to capturing single-time-point snapshots of a developing sys-
tem. This constraint poses challenges in tracing lineage relation-
ships and tracking cell trajectories over time.®

To overcome this limitation, a range of methods have been
developed to study temporal relationships between cells. One
class of computational methods, trajectory inference, predicts
the order of cells along a developmental path based on the
idea that cells that are developmentally related will exhibit
similar gene expression profiles.” However, trajectory inference
methods are limited in their capacity to capture the complexity
of developmental processes, such as lineage branching and
cellular plasticity, and can be negatively affected by technical
factors and noisy data.®® Recent experimental lineage tracing

technologies that use CRISPR-Cas9 genome editing to record
cell division events provide another avenue for studying cell
development.” Using data produced by these technologies,
computational methods have been developed to infer develop-
mental trajectories by considering both cell lineage and cell state
information from multiple time points.®~'" Integration of these
two types of information has made predictions more accurate.'?
However, despite these advances, accurate prospective cell fate
prediction remains challenging.'®

Here, we present Deep Lineage, a computational model that
integrates lineage tracing and scRNA-seq data to learn cellular
trajectories, enabling the prediction of gene expression and
cell type at any given time point along a trajectory. Deep Lineage
employs recurrent neural networks, specifically long short-term
memory (LSTM), bidirectional long short-term memory (Bi-
LSTM), or gated recurrent units (GRUs), to model complex
sequential dependencies and temporal dynamics of a cellular
trajectory. An autoencoder-learned embedding captures essen-
tial features of the data to simplify input to the LSTM. We em-
ployed LineageSim,'* a fate-aware lineage simulator, to bench-
mark fate prediction against a known ground truth, in addition to
analyzing real-world scRNA-seq data containing lineage tracing
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Figure 1. Predicting gene expression and early cell fate bias via combined scRNA-seq and lineage tracing

A visual depiction of Deep Lineage is presented. On the left, the Waddington landscape illustrates the developmental trajectory, showing how cells within each
clone (represented by different colors) differentiate into distinct mature cell types originating from stem cells. On the right, by combining scRNA-seq data and
lineage tracing information, the gene expression profiles of cells within each clone, as well as the time point, are used as input for the autoencoder. The resulting
latent embeddings of cells in a clone are subsequently used as inputs for the recurrent network such as LSTM, Bi-LSTM, or the GRU model. This integrated
architecture enables the accurate prediction of both early cell fate bias and gene expression profile of unseen days within a clone. Notably, Deep Lineage offers
the flexibility to adapt different preprocessing steps, diverse barcoding techniques, various dimensionality reduction methods, and various deep-learning models
(summarized in the box at the top left of this panel, which lists the interchangeable options available at each stage: preprocessing, barcoding strategy,
dimensionality reduction method, and recurrent architecture). Abbreviations: scRNA-seq, single-cell RNA sequencing; LSTM, long short-term memory; Bi-LSTM,

bidirectional LSTM; GRU, gated recurrent unit. This panel is a schematic illustration and does not display experimental data.

See also Figure S1.

information. Our results demonstrate that Deep Lineage sur-
passes existing methods in detecting early fate bias and main-
tains robustness even under conditions of high technical noise,
such as lineage barcode dropout. Furthermore, we show Deep
Lineage’s ability to identify important genes and pathways
involved in cell fate decision-making during a developmental
process and to generate testable in silico perturbation hypothe-
ses describing how candidate interventions could shift gene
expression of cell progenies. Such insights can aid in designing
experiments to reprogram cells into specific cell types and
potentially translate to clinical applications.

RESULTS

Model overview

Deep Lineage uses lineage tracing and multi-time-point scRNA-
seq data (at least three time points) to learn a robust model of a
cellular trajectory such that gene expression and cell type infor-
mation at different time points within that trajectory can be pre-
dicted. It can be used to predict single-cell time points that
have not been measured within a clone, including predicting
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cell fate at future time points from early time points (early cell
fate bias). An autoencoder-learned embedding captures essen-
tial data features and a recurrent network (LSTM, Bi-LSTM,"® or
GRU'®) is used to support cell type classification and gene
expression regression tasks (Figure 1). Deep Lineage treats cells
and their progenies within a clone as interconnected entities. We
conceptualize cellular relationships through “clones,” which
represent cells organized within a common lineage. This clone
information captures how cells are related over time.

We train the model, including an extensive hyperparameter
search and data preprocessing to optimize the model’s perfor-
mance (lowest loss for reconstruction and classification), on pre-
dicting held-out time points. We then train the optimized model
with all data. To use the model, single-cell gene expression pro-
files from one or more time points are encoded in the learned au-
toencoder’s low-dimensional representation. We feed this en-
coding, considering the formation and relationships from clonal
information (sequential input encoding), into the recurrent
network (LSTM, Bi-LSTM, or GRU) to predict cell fate bias by
analyzing cell types within each clone at a predicted future
time point (Figure 1). The model also predicts gene expression
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profiles for cells at different stages of the trajectory that can be
used to impute missing time points. Deep Lineage can incorpo-
rate lineage tracing data using either single barcoding or cumu-
lative barcoding methods (Figure S1). Our analysis suggests that
lineage tracing with cumulative barcoding can substantially
boost the accuracy of the model compared to single barcoding,
resulting in more accurate predictions for both early cell fate bias
and gene expression patterns at different stages of develop-
ment. By applying the Shapley additive explanations (SHAP)
method'’ to the trained model, Deep Lineage can attribute
model predictions to specific input genes, prioritizing candidate
genes and regulatory mechanisms linked to different fate
outcomes at different developmental stages for downstream
investigation.

Deep Lineage accurately predicts gene expression and
early cell fate bias in simulated data

To evaluate whether Deep Lineage can accurately predict future
gene expression and cell types from early progenitor cells, we
used LineageSim,'* a cell lineage simulator that enables system-
atic benchmarking of fate inference methods against a known
ground truth. We generate a cell lineage tree and simulate tran-
scriptome profiles for 2,000 genes, from which we sample 4,106
cell lineage trajectories comprising 8,192 cells. The simulated
data contain two possible terminal cell fates. Each trajectory
contains three temporally ordered cells from a lineage: an early
progenitor (to), an intermediate cell (t1), and a terminal cell (t2).

Following the Deep Lineage workflow, we first train autoen-
coders to embed single-cell gene expression into low-dimen-
sional latent spaces, selecting hyperparameters via grid search
(Table S1). We then train a series of Bi-LSTM models for cell
fate prediction (classification) and gene expression inference
(regression). For cell fate prediction, we train classifiers to pre-
dict the fate bias using (1) to embeddings alone, (2) t; and t; em-
beddings, or (3) to, t1, and to embeddings as an asymptotic per-
formance limit. The classification task is nearly balanced (2,051
versus 2,055 trajectories). In parallel, for gene expression infer-
ence, we train regressors to reconstruct the gene expression
of held-out time points, including future (to + t1 — t2) and interme-
diate (¢, +t» — t1) predictions.

When trained to predict terminal cell fate using only t, embed-
dings, the classifier achieves accuracy (69.1%) well above
chance (50% for a balanced binary task), demonstrating that
the model learns fate signals in early progenitor gene expression
(Figure 2A). Incorporating t; embeddings increases test accu-
racy to 85.2%, showing additional temporal context refines cell
fate prediction. As an upper bound, providing embeddings
from all three time points (tg + t1 +to) results in near-perfect accu-
racy (99.8%), as expected since the terminal gene expression is
included in the input (Figure 2A).

For gene expression prediction, Deep Lineage accurately re-
constructs held-out time points within a lineage (Figure 2B). In
the future prediction task (to+t; — t»), predicted expression
shows strong agreement with ground truth (Pearson correlation
r = 0.86). In the intermediate prediction task (to +t> — t1), the
model similarly recovers intermediate states with high fidelity
(r = 0.80). Per-gene correlations show that most genes (85.9%)
have excellent (r> 0.7) or good (0.5 <r < 0.7) agreement between
predicted and true expression, while only 2.9% of genes show
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poor agreement (r < 0.3) (Figure 2C). Collectively, these results
show that Deep Lineage achieves strong performance in both
early fate prediction and gene expression inference in simulated
lineage data.

To evaluate the robustness of Deep Lineage under realistic
lineage readout conditions, we simulate barcode dropout, where
only a fraction of lineage barcodes is detectable due to technical
noise. We fix the test trajectories for fair comparison and, at each
dropout rate (25%, 50%, and 75%), randomly mark a proportion
of cells in the training and validation trajectories as unidentifiable,
retaining only trajectories with identifiable cells for model
training. We then train Deep Lineage classifiers and regressors
using the same workflow as above.

For cell fate prediction, classification accuracy decreases
monotonically with increasing barcode dropout (Figure 2D). Per-
formance degrades gradually at intermediate dropout levels:
even at 50% barcode dropout, the ty only classifier achieves
63.5% accuracy and the ty +1t; classifier achieves 78.3%, both
well above the random baseline. At 75% dropout, these models
fall to chance-level performance, consistent with the severe
reduction in available training trajectories. As expected, the
to +1t1 +t2 model (effectively a terminal cell type classifier) still
maintains high accuracy even under major dropout (Figure 2D).

For gene expression prediction, performance also decreases
progressively with increasing barcode dropout (Figure 2E). At
50% dropout, both future (t; + t1 — t») and intermediate (tp +t>
— t4) predictions retain high Pearson correlations (for future r =
0.82; intermediate r = 0.71). At 75% dropout, performance de-
clines sharply for both regression tasks. Across all dropout
levels, future prediction is consistently more robust than interme-
diate, likely reflecting the stronger temporal constraint imposed
by observing earlier time points. Overall, Deep Lineage pre-
serves strong cell fate and gene expression inference under
moderate levels of barcode dropout.

In addition, we assess Deep Lineage’s robustness to clone
misidentification by randomly shuffling the terminal cell type la-
bels for a percentage of training and validation trajectories
(Figure 2F). As expected, classification accuracy decreases
monotonically as the misidentification rate increases. At 25%
misidentification, accuracy remains high: relative to the noise-
less baseline, performance decreases by 3.57% (tp), 3.19%
(to+1t1), and 1.23% (to +1t1 +12). Models with greater temporal
context (i.e., more observed time points) exhibit a more gradual
degradation. At 50% misidentification, accuracy drops sharply
across all models. At 75% misidentification, the performance
ranking reverses, and the ty + t1 + tomodel performs substantially
below chance, indicating systematic label inversion at high
misidentification rates.

Overall, Deep Lineage demonstrates robustness against mod-
erate noise in barcode dropout and clone misidentification,
enabling accurate fate prediction and gene expression inference
in simulated lineages, with graceful degradation in performance
as noise increases.

Deep Lineage accurately predicts gene expression and
early cell fate bias in mouse hematopoiesis

We applied Deep Lineage to the published lineage tracing data
of mouse hematopoiesis, which consists of gene expression
profiles of 130,887 cells involving 25,289 genes.'® These clones
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Figure 2. Deep Lineage accurately predicts fate bias and reconstructs gene expression in simulated lineage data and is robust to barcode
dropout and clone misidentification

(A) Cell fate prediction accuracy for models using (1) to only, (2) to + t1, or (3) to + t1 + t as input. The dashed line represents the chance level for a balanced binary
classification task. Deep Lineage achieves accuracy well above chance from early progenitors (tp) and improves with additional temporal context, reaching near-
perfect performance when all time points are provided.

(B) Time-point gene expression inference performance for future (t; +t1 — t) and intermediate prediction (t; + t. — t1), reported as Pearson correlation between
predicted and ground-truth gene expression.

(C) Distribution of per-gene Pearson correlations for gene expression inference, pooled across future and intermediate prediction. Genes are stratified by
correlation thresholds (excellent r > 0.7; good 0.5 < r < 0.7; moderate 0.3 < r < 0.5; and poor r < 0.3), indicating that most genes are reconstructed with high
accuracy.

(D) Fate prediction accuracy versus barcode dropout rate for models trained with t, only, to +t1, or tp + t1 + t inputs. Barcode dropout is simulated by marking a
fraction of cells in training and validation trajectories as unidentifiable and retaining only trajectories with identifiable cells, while keeping the test set fixed for fair
comparison. Accuracy decreases monotonically as dropout increases but remains above random for moderate dropout; high dropout leads to random-level
performance.

(E) Gene expression inference performance versus dropout rate for future (¢, + t1 — t) and intermediate (t, + t. — t1) models. Future prediction is more robust than
intermediate prediction, and both degrade with increasing dropout.

(F) Fate prediction accuracy versus clone misidentification rate. We randomly shuffle terminal fate labels for a fraction of training and validation trajectories to
simulate clone misidentification while keeping the test set fixed. Classification accuracy decreases monotonically with increasing misidentification for all input
configurations (to, to +t1, and to + t1 +t2), with a sharp collapse once mislabeled trajectories dominate the training set.

Dataset: LineageSim simulated data (n = 4,106 trajectories, 8,192 cells, 2,000 genes; two balanced terminal fates, 2,051 versus 2,055 trajectories; trajectory-level
80%/10%/10% train/validation/test split). Accuracy is evaluated on held-out test trajectories against the known ground-truth fate (chance = 50%); gene
expression agreement is quantified by the Pearson correlation coefficient (r). to, t1, and t, denote the early progenitor, intermediate, and terminal cell of a tra-
jectory, respectively. In (A)—(F), each plotted value is a single summary statistic computed on the held-out test trajectories. In (C), per-gene correlations are
grouped into bins; the pooled correlation for each task is reported in (B). In (D)—(F), test trajectories are held fixed across all noise conditions; dropout and label-
shuffling are applied only to the training and validation folds. In (F), the panel axis label “label-perturbation rate” is the clone misidentification rate, that is the
fraction of training and validation trajectories whose terminal fate labels were shuffled.

See also Table S1.

were sampled at three time points, on days 2, 4, and 6. We
focused on the main cell lineage in this dataset, specifically neu-
trophils, monocytes, and their progenitors (Figure 3A). We
trained models to predict the gene expression profile of held-
out cells at two time points within a clone predict day 4 (interme-
diate prediction) by training with days 2 and 6 and predict day 6
(future prediction) by training with days 2 and 4 (Figure 3B),
including hyperparameter optimization (see STAR Methods).
We calculated the correlation between the gene expression pro-

4 Cell Systems 17, 101759, November 18, 2026

file of the predicted and held-out cells. The predictions showed
strong agreement with held-out observations (R = 0.81 for both
experiments), indicating that Deep Lineage accurately predicts
the gene expression of cells unseen by the model on both day
4 (trained on days 2 and 6) and day 6 (trained on days 2 and 4)
(Figures 3C and S2A). The correlation between predicted gene
expression and randomly sampled cells was lower, showing
the specificity and accuracy of the model’s predictions for the
targeted cell types (Figure 3C). We also observed a strong
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Figure 3. Deep Lineage accurately predicts single-cell gene expression of unseen cells in hematopoiesis
(A) UMAP plot of the hematopoiesis data from Weinreb et al.’® Each point represents an individual cell, color-coded by cell type.
(B) Schematic representation of the gene expression prediction process using two regression models: one for predicting day 4 (intermediate) gene expression
(trained on data from days 2 and 6), and the other for predicting day 6 (future) gene expression (trained on data from days 2 and 4) within a clone.
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positive correlation between the average predicted expression
of all genes and actual expression in both monocytes and neu-
trophils on day 4 (Figures 3D and 3E). Deep Lineage accurately
predicts average gene expression and the full distribution of
diverse genes for cells within a clone that were previously unseen
by the model (Figures 3F and 3G).

To investigate early cell fate bias (Figure 4A) in hematopoiesis,
we trained a Bi-LSTM model using the cell type classification
task (80% of clones across time points used for training, 10%
used for validation, and 10% for testing; see STAR Methods)
and used it to predict late time-point (day 6) clonal fate (cell
type) from an early time point (day 2 or days 2 and 4). Using
only the gene expression of cells on day 2 of a clone, with the
masking of data from days 4 and 6, the model attained a predic-
tive accuracy of 76.8% in determining cell fate on day 6
(Figure 4B). Providing gene expression of cells on days 2 and 4
of a clone improved performance slightly, and the model pre-
dicted the clonal fate on day 6 with 78.5% accuracy. As a sanity
check, to ensure that the model achieves high performance
when given data from all three time points, we provided as input
the cells within a clone from all time points (10% held-out test
clones) and evaluated predicted cell fate of these cells. As ex-
pected, the model could almost perfectly predict the fate of
the clones (99.2%) (Figure 4B). In essence, the latter is a form
of cell type classification (upper bound), as gene expression
from the last time point is provided to the model. We also calcu-
lated the area under the curve (AUC) for cell fate prediction of this
model by using gene expression of cells on days 2 and 4 and all
3 days (Figure 4C). Thus, by using the trained classifier, we pre-
dicted the early progenitor bias from an early time point, accu-
rately differentiating between monocyte and neutrophil out-
comes. Model performance improved when trained with
additional time points. Furthermore, to investigate the impor-
tance of lineage tracing and clonal information, we conducted
an ablation study in which we randomly sampled cells at each
time point, deliberately ignoring clonal data. For the experiment
where we trained on day 2 and predicted outcomes for day 6, we
constructed trajectories by focusing solely on the day of the cell
and its final fate outcome while disregarding the clonal informa-
tion. The results showed that neglecting lineage tracing informa-
tion substantially reduces Deep Lineage’s prediction accuracy
from 76.8% to 52%. Adjusting the model’s architecture and hy-
perparameters resulted in minimal change in accuracy (from
50% to 52%), highlighting the critical role of clonal structure in
fate prediction (Figure S3A; Table S2). Next, we assessed our
method alongside established models: CoSpar,’ Super-OT,'°
Waddington-OT (WOT),® and generative adversarial network
(GAN)-based optimal transport (OT),'® in predicting the fate of
held-out clones during training. Our results indicate that Deep
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Lineage outperforms all other existing methods, demonstrating
higher accuracy in predicting early fate bias (Figure 4D). Specif-
ically, the comparative analysis revealed that Deep Lineage
achieved an accuracy of 76.8%. In contrast, other methods
such as CoSpar attained a rate of 65%, Super-OT exhibited a
slightly higher accuracy at 67 %, WOT maintained a similar accu-
racy of 65%, and GAN-based OT achieved 62%.

Deep Lineage accurately predicts gene expression and
early cell fate bias in cellular reprogramming
To evaluate the performance of our model on another dataset
with more time points, we applied Deep Lineage to the reprog-
ramming process of fibroblasts into induced endodermal pro-
genitor (iEP) cells over 28 days.? This dataset comprises gene
expression profiles for 18,803 cells and 28,001 genes across
six time points (days 6, 9, 12, 15, 21, and 28), with corresponding
barcode-derived lineage data at three time points (days 0, 3, and
13) (Figure 5A). Following the same approach as above, we first
performed an extensive hyperparameter search to select the pa-
rameters that yielded the highest correlation between the held-
out samples during training and those predicted by the model
(see STAR Methods; Table S3). We then assessed the ability of
our model to predict gene expression on different days during
the fibroblast transition to iEP cells. Our method consistently
has high performance in generating realistic gene expression
profiles, regardless of the specific time point chosen for analysis
(Figures 5B and S2B). We also compared the gene expression
distribution between the model predictions and held-out cells
at day 28 and showed that Deep Lineage can accurately predict
the full gene expression distribution for both failed and reprog-
rammed cells (Figures 5C and S4). We also observed strong
agreement (R? = 0.98) between the average predicted gene
expression and the actual expression levels for genes in both
successfully reprogrammed and failed cells (Figures 5D and 5E).
We evaluated Deep Lineage’s performance in predicting the
outcome of the reprogramming process (successful or failed re-
programming; Figure 6A) with ground-truth labels and compared
it to an established method, CellRank.”" After hyperparameter
search and training (Tables S4, S5, and S6), the model predicted
the day 28 reprogramming outcome from the first four time
points (days 6, 9, 12, and 15) with high accuracy (94.6%)
(Figure 6B). Receiver operating characteristic (ROC) analysis
showed that Deep Lineage outperformed CellRank irrespective
of the number of days analyzed (Figure 6C). For both methods,
performance improved as more early time points were included,
but Deep Lineage performed better in all cases (Figure 6C). To
test our model under ablation conditions, we predicted the re-
programming outcome by sampling cells from days 6, 9, 12,
15, and 21 without considering clonal information. As seen for

(C) Correlation of gene expression between Deep Lineage predictions and cells excluded during training, categorized by cell types and time points.
(D and E) Comparison of average gene expression values of 2,000 genes between Deep Lineage predicted and real cells for monocytes and neutrophils. Gene
expression at day 4 was averaged across predicted cells per clone and then correlation was computed with actual data for each gene (R? indicates the squared

Pearson correlation coefficient between the predicted and ground-truth values).

(F and G) Violin plots show gene expression distributions between predicted and real cells for randomly selected genes for both monocytes and neutrophils.

Dataset: mouse hematopoiesis (Weinreb et al.'®; GEO: GSE140802), n = 130,887 cells and 25,289 genes sampled at days 2, 4, and 6, focusing on the neutrophil/
monocyte lineage; clone-level 80%/10%/10% train/validation/test split. In (D) and (E), R? is the squared Pearson correlation between predicted and ground-truth
mean expression across 2,000 genes. UMAP, uniform manifold approximation and projection. In (C), “Random” is a control in which predicted profiles are

compared with randomly sampled cells instead of the matched held-out cells.

See also Figure S2 and Table S10.
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Figure 4. Exploring progenitor bias prediction in hematopoiesis with Deep Lineage and comparison with existing methods

(A) Schematic UMAP diagram illustrating the trajectory of stem cell differentiation and the possible cellular outcomes with cell colors indicating distinct clonal
lineages. Gray points represent other mature cells types (not neutrophils and monocytes).

(B) Performance evaluation of the classifier using accuracy and cross-entropy loss metrics to predict early cell fate bias by employing gene expression of cells on
just day 2, using cells on days 2 and 4, and including all 3 days within a clone.

(C) Receiver operating characteristic (ROC) curves and area under the curve (AUC) values for the model using cells from days 2 and 4 or all 3 days with a clone,
showing our model’s performance in early cell fate bias prediction. Day 2 performance is very close to days 2 and 4 performance, thus not plotted.

(D) Comparative analysis with existing methods in predicting early cell fate bias. Deep Lineage outperforms existing methods showing a higher classification
accuracy.

Dataset: mouse hematopoiesis (Weinreb et al.®; GEO: GSE140802). Fate prediction uses a clone-level 80%/10%/10% split with accuracy reported on the 10%
held-out test clones; ROC and AUC summarize neutrophil versus monocyte discrimination. Cross-entropy loss is the categorical cross-entropy between the
predicted fate-class probabilities and the true labels, for which lower values indicate better classification. In (D), early-fate-prediction accuracies are Deep
Lineage 76.8% (shown rounded to 77.0% in the panel), CoSpar 65%), Super-OT 67%, WOT 65%, and GAN-based OT 62%. All methods are evaluated on the

same held-out test clones.
See also Figure S3 and Table S2.

the mouse hematopoiesis ablation study, the results showed a
decrease in performance, with the best ablated configuration
reaching 50.6% and the mean across configurations reaching
50.0%. As in the hematopoiesis analysis, changes to the model
architecture (LSTM versus GRU, hyperparameter changes) had
a limited impact on accuracy, which remained in the range of
approximately 49%-51%. This finding further highlighted the ef-
fect of considering clonal structure in accurately predicting re-
programming outcomes (Figure S3B; Table S7).

Finally, to assess the effect of barcoding resolution on model
performance within the same biological system, we generated
a single barcoding variant of the dataset by constructing line-
ages using only day 0 barcodes rather than all three barcodes
(days 0, 3, and 13) in cumulative barcoding (Figure 6D). On the

same test set, the model trained on single barcoding data
achieves 72.9% accuracy, substantially lower than the cumula-
tive barcoding (91.2%). This result confirms that single barcod-
ing lineages suffer from lower lineage resolution, leading to the
incorrect grouping of distinct sub-lineages that share identical
initial barcodes, highlighting the substantial benefit of higher-
resolution barcoding for cell fate prediction.

Deep Lineage identifies candidate driver genes and
proposes in silico perturbation hypotheses in cellular
reprogramming

Detecting and targeting key genes involved in cell reprogram-
ming is critical for advancing our understanding of the system
and potential therapeutic applications.?? Deep Lineage uses its

Cell Systems 17, 101759, November 18, 2026 7
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(legend continued on next page)
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learned latent representation combined with SHAP analysis to
prioritize candidate driver genes within the biological processes.
We tested this ability of Deep Lineage by using both fibroblast re-
programming and mouse hematopoiesis data'®*® and per-
formed a series of in silico perturbations to manipulate the fate
of these systems. Using SHAP, we predicted key genes for the
reprogrammed and failed trajectories across various time points.
Our model independently prioritized established essential
marker genes of reprogramming, including the fibroblast identity
guardian Col7a1, the transition marker Cryab, and drivers Apoa1
and Sox11, within its top candidates.?®*>° Furthermore, the
model identified Cdh1 (E-cadherin), a hallmark of the requisite
mesenchymal-to-epithelial transition (MET),?° and lI6st, a key
signaling component for differentiation cytokines,?’ highlighting
its sensitivity to both structural and signaling effectors.
Table S8 presents a curated list of these genes, including their
established functions in cellular reprogramming and related
processes. The unsupervised rediscovery of these known
drivers confirms Deep Lineage’s ability to capture biologically
relevant regulatory signals without prior knowledge. We also per-
formed gene set enrichment analysis (GSEA) on the top 200 gene
candidates demonstrating Deep Lineage’s capacity to detect re-
programming-relevant biological pathways such as system and
tissue development, proliferation signals, and cellular differenti-
ation (Figure 7C). Together these results suggest that Deep
Lineage can be used to identify candidate drivers of reprogram-
ming and differentiation.

An important research goal is to alter cellular fate and repro-
gram cells in silico, redirecting them away from trajectories
heading toward undesirable “dead-end” outcomes (Figure 7A).
To explore this application, we focused on the top 10 genes
identified by the SHAP method in the failed trajectory path
(Figure 7D). We created a single perturbation condition with all
10 genes perturbed at once on day 15, overexpressed or
knocked out according to their SHAP values. We then applied
Deep Lineage to generate gene expression profiles for days 21
and 28 (Figure 7A). Subsequently, we input the generated
perturbed time series back into Deep Lineage to evaluate
the perturbations’ effectiveness in redirecting the fate of the
initially failed clones. After the perturbation, the classifier pre-
dicts that the failed clones now switch to a successfully reprog-
rammed state, showing that the model can be used to propose
interventions that could drive cellular reprogramming. To further
evaluate these predictions, we conducted a correlation analysis
comparing the average gene expression of in silico reprog-
rammed cells on day 28 to both real reprogrammed cells and
real failed cells. Our results show a substantially higher similarity
between the generated in silico successful reprogrammed cells

¢? CellPress

OPEN ACCESS

and real successful reprogrammed cells (Pearson correlation =
0.803) compared to real failed cells (0.399) (Figure 7B). This anal-
ysis indicates that Deep Lineage generates perturbed cell states
that are distinct from the starting state and transcriptomically
resemble authentic reprogrammed cells.

We extended this analysis to the hematopoiesis data to iden-
tify important genes and simulate the fate switch from neutro-
phils to monocytes (Figure 7E). This analysis identified key line-
age-defining factors, including known drivers such as DIk1,
Gata2, Mmp8, Elane, Lpl,*®*? and the master transcriptional
repressor Gfi1,%® which is important for controlling the switch
from neutrophils to monocytes (Figure 7F; Table S8). Addition-
ally, the model prioritized Prtn3 (proteinase 3) and the calpro-
tectin subunit S100a9, both definitive markers of neutrophil
granule formation and inflammatory function.***> Using the
trained model and performing GSEA on the top 200 identified
genes reveals enrichment of pathways associated with immune
system development, differentiation, and hematopoiesis
(Figure 7G), indicating the model’s ability to capture biological
pathways relevant to myeloid differentiation. By performing in sil-
ico knockouts of the top neutrophil-driving genes in progenitor
cells on day 2 of clones predestined to become neutrophils,
we were successfully able to alter the predicted final fate of the
clone, pushing it toward monocytes by day 6. Mirroring in vivo
phenotypes where the loss of such factors leads to monocyte
accumulation, these results demonstrate that Deep Lineage
can propose plausible regulatory logic and prioritize perturbation
candidates whose predicted effects on gene expression and fate
can be tested in follow-up experiments.

DISCUSSION

The analysis of cellular trajectories during differentiation is
useful for understanding developmental processes and support-
ing the development of stem cell therapies. By investigating the
routes cells take during these processes, we gain insights into
cellular decision-making mechanisms and the timing of critical
events.®**” Computational methods for mapping cellular trajec-
tories, such as pseudotime inference, optimal transport, and
latent embedding models, only consider gene expression infor-
mation, even if clonal information is available.>****? To consider
both gene expression and clonal information in trajectory anal-
ysis, we developed Deep Lineage, a method combining autoen-
coder-based representation learning and LSTM or GRU models
for sequential analysis that capture how cells are related to each
other within a clonal lineage. Deep Lineage predicts gene
expression and early cell fate bias on held-out clones, identifies
candidate key genes for cellular reprogramming, and generates

(C) Violin plots show gene expression distributions between real cells and Deep Lineage predictions for randomly selected genes for both failed and re-

programmed cells (top, Failed; bottom, Reprogrammed).

(D and E) Comparative analysis of the top 2,000 differentially expressed genes between predicted and real cells. High correlation values are observed for both
successful and failed reprogramming cells, highlighting the accuracy of the model for different cell types (R? indicates the squared Pearson correlation coefficient

between the predicted and ground-truth values).

Dataset: fibroblast-to-iEP reprogramming (Biddy et al.>’; GEO: GSE99915), n = 18,803 cells and 28,001 genes across six expression time points (days 6, 9, 12, 15,
21, and 28) with lineage barcodes at days 0, 3, and 13; clone-level 80%/10%/10% split. In (D) and (E), R? is the squared Pearson correlation between predicted
and ground-truth expression across the top 2,000 differentially expressed genes. iEP, induced endoderm progenitor; UMAP, uniform manifold approximation and
projection. In (B), correlations are shown for days 12, 15, 21, and 28, the time points that can be predicted from earlier observations, and “Average” is the mean of

these four values.
See also Figures S2 and S4 and Table S3.
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Figure 6. Early cell fate prediction in reprogramming with Deep Lineage and comparison to an existing method
(A) UMAP visualization illustrates progenitor bias toward either successful or failed reprogramming outcomes.

(B) The model’s accuracy in detecting successful or failed outcomes of progenitors is examined using gene expression data of cells at all time points up to days
12, 15, 21, and all days within a clone.

(C) Benchmarking comparison between Deep Lineage and CellRank in predicting fate outcome when using all time points up to a given time point (e.g., day 12) to
infer time point day 28. Using ROC curves and AUC values, the graph shows the predictive power of both models in predicting fate bias. Deep Lineage
consistently outperforms CellRank.

(D) Effect of barcoding resolution on cell fate prediction accuracy. Models are trained on lineages constructed using either cumulative barcoding (days 0, 3, and 13
barcodes) or single barcoding (day 0 barcode only) and evaluated on the same held-out test set. The cumulative barcoding model achieves substantially higher
accuracy (91.24%) compared to single barcoding (72.89%), reflecting the increased noise in constructing lineages from lower-resolution barcoding.

Dataset: fibroblast-to-iEP reprogramming (Biddy et al.?%; GEO: GSE99915). Accuracy is reported on held-out test clones (clone-level 80%/10%/10% split); ROC
and AUC summarize successful versus failed reprogramming discrimination. Cross-entropy loss is the categorical cross-entropy between predicted class
probabilities and true labels (lower is better). In (D), cumulative (days 0/3/13) versus single (day 0) barcoding is evaluated on the same held-out test set (91.2%

versus 72.9% accuracy).
See also Figure S3 and Tables S4, S5, S6, and S7.

testable in silico perturbation hypotheses (e.g., knockout and
overexpression) that recover known fate regulators and produce
expression states resembling the target lineage. These perturba-
tion outputs are model predictions intended to guide hypothesis
generation and prioritize candidates for experimental follow-up.

Deep Lineage implements three neural network architectures
to model sequential clonal information: Bi-LSTM, LSTM, and
GRU. In our results, among these three architectures, the Bi-
LSTM exhibited the highest accuracy for both gene expression
prediction and identifying early fate bias but it also had the high-
est computational cost. LSTM offered accuracy close to Bi-
LSTM at lower computational cost, and GRU had the lowest
computational cost but sacrificed a small amount of accuracy
compared to LSTM. Supporting these three architectures en-

10  Cell Systems 17, 101759, November 18, 2026

ables researchers to balance accuracy and computational
efficiency, facilitating wider adoption in scenarios with limited
computational resources. The particular recurrent neural
network (RNN) can be selected automatically using hyperpara-
meter optimization or chosen manually based on available
computational resources.

Deep Lineage identifies key genes that may be useful to help
reprogram cells. However, we cannot prove that our model
is causal, as there are not enough time-resolved perturbation
experiments available to train or test. Thus, model predictions
of key genes are hypothesis generating and can be used with
additional information, such as expert knowledge, to select
genes likely to be causally implicated in reprogramming
processes.
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Figure 7. In silico perturbations of early cells in hematopoiesis and reprogramming data shift the predicted cell fate at later stages
(A) UMAP representation showing the procedure for in silico perturbation of cells on day 15 within failed reprogrammed clones, aiming to switch them into

successfully reprogrammed states.

(B) Correlation values between in silico perturbed data and actual successfully and unsuccessfully reprogrammed cells on day 28, showing in silico perturbed
cells are transcriptomically closer to successfully reprogrammed than to failed cells. The right bar (green) compares real reprogrammed with real failed cells as a
reference for how similar the two real outcomes are.

(legend continued on next page)
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A central challenge in perturbation biology is predicting how a
cell responds to a given intervention and understanding how that
response unfolds over developmental time. Supervised pertur-
bation-prediction models such as graph-enhanced gene activa-
tion and repression simulator (GEARS)*® and scGen** learn a
static mapping from a given genetic intervention to a post-
perturbation expression profile. These models have no represen-
tation of time, cannot distinguish early from late effects of a
perturbation, and are unable to model how an initial molecular
change cascades through gene regulatory networks, alters fate
decisions at successive branchpoints, and reshapes lineage
output over days or weeks. In developmental and regenerative
biology, this temporal axis is very important, as the same pertur-
bation can produce different outcomes depending on when it is
applied and how long the system is allowed to evolve.**® Deep
Lineage addresses this gap by explicitly encoding develop-
mental time into its architecture, which enables it to trace the
downstream effects of a perturbation as they accumulate and
diverge across differentiation stages.

Current single-cell lineage tracing experiments implement
one-step or cumulative barcoding. In one-step barcoding, a sin-
gle DNA barcode is introduced early and traced over time in a
developing system, whereas in cumulative barcoding, new barc-
odes are generated as the system develops.'® We found the in-
clusion of additional barcoding information in the reprogram-
ming data (cumulative barcoding) can contribute to higher
prediction accuracies compared to one-step barcoding. This
captures a more comprehensive picture of cellular lineage, lead-
ing to enhanced model performance in single-cell trajectory
analysis. LSTM and GRU models, with their memory capabilities,
are adept at capturing and using sequential dependencies over
time, making them well suited to handle the rich, temporal data
provided by cumulative barcoding. Consequently, Deep Lineage
can achieve higher performance than previous methods in pre-
dicting cellular trajectories and early cell fate, benefiting from
the detailed lineage information provided by cumulative barcod-
ing. Similar to other computational methods, Deep Lineage is ex-
pected to achieve greater accuracy with high-quality, less
sparse lineage tracing data, resulting in improved cell fate pre-
dictions and gene expression construction. Also, Deep Lineage
can open up avenues for future methods. This includes the
development of transformer-based models that can be applied
to larger lineage tracing and scRNA-seq datasets, potentially
improving the scalability and applicability of lineage tracing
studies.

Cell Systems

We applied Deep Lineage to explore the dynamics of regener-
ative and developmental processes. However, it should be
possible to use it to study other types of cellular plasticity,
such as tumor development. Lineage tracing in tumors can be
accomplished by inferring clonal relationships between cells
based on somatic mutation profiles, as new mutations are gener-
ated with every cell division, and this process is often amplified in
cancer.*” Additionally, Deep Lineage’s in silico perturbation
simulation capability can be used to explore additional treatment
strategies and drug interventions. Future work can also expand
Deep Lineage by integrating additional data modalities such as
epigenomic data. We envision Deep Lineage as a valuable tool
for investigating the complex trajectories in regeneration and
various developmental processes where the system experi-
ences diverse dynamics.

Several limitations of our approach warrant consideration,
particularly for the in silico perturbation framework. First, Deep
Lineage is trained on unperturbed developmental dynamics, so
its perturbation predictions are extrapolations to transcriptional
states not observed during training, and their reliability is ex-
pected to decrease as the perturbed state significantly departs
from the training data distribution. Second, perturbations are
applied heuristically, knockedout genes are set to zero and over-
expressed genes to five times their baseline, with the top ten can-
didates perturbed simultaneously, rather than calibrated to phys-
iologically realistic levels, and single-gene perturbations were
generally insufficient to completely shift fate. Third, SHAP attribu-
tions identify genes influential for the model’s predictions, which
reflects statistical association within the learned representation
rather than proven causal regulation; without large-scale, time-
resolved ground-truth perturbation data we cannot confidently
establish causality, so the prioritized genes should be regarded
as experimentally testable hypotheses. Fourth, the method re-
quires at least three time points with matched single-cell tran-
scriptomes and clonal barcodes, which restricts its applicability
to datasets with this design, and its accuracy depends on line-
age-readout quality, as we showed performance degrades under
barcode dropout and clone misidentification (Figures 2D-2F) and
with increasingly sparse data. Finally, part of our benchmarking
relies on simulated data (LineageSim), whose generative as-
sumptions may not capture every aspect of real developmental
systems, and we treat the cell type and fate labels from the orig-
inal studies as ground truth. Addressing these limitations will
require paired perturbation-lineage datasets and prospective
experimental validation of the predicted fate regulators.

(C) Gene set enrichment analysis (GSEA) reveals the biological processes associated with the top 200 genes identified by the SHAP method (40 genes selected

from each time point).

(D) Identification of the top 10 gene candidates using SHAP analysis at each time point during fibroblast cell reprogramming.
(E) UMAP visualization depicting the in silico perturbation experiment targeting progenitor cells (dark orange) in clones with a neutrophil fate (blue), resulting in a

transformation to monocytes (green).

(F) The top 10 gene candidates for hematopoiesis detected by SHAP analysis across all time points.

(G) GSEA of the top 200 genes identified by SHAP analysis.

Datasets: fibroblast-to-iEP reprogramming (Biddy et al.’’; GEO: GSE99915; A-D) and mouse hematopoiesis (Weinreb et al.’®; GEO: GSE140802; E-G).
Candidate genes are prioritized by SHAP (Shapley additive explanations) values from the trained model; pathway enrichment uses GSEA on the top 200 genes. In
silico perturbations set knockedout genes to 0 and overexpressed genes to five times baseline, applied to the top 10 genes simultaneously (day 15 for re-
programming and day 2 for hematopoiesis). In (B), similarity is the Pearson correlation coefficient. In (E), dark orange points are perturbed progenitor cells, blue
points are neutrophil-fated clones and green points the resulting monocyte fate. MET, mesenchymal-to-epithelial transition. In (C and G), bar length is the —log10
adjusted enrichment p value for one gene set.

See also Table S8.
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RESOURCE AVAILABILITY

Lead contact

Further information and requests for resources and reagents should be
directed to and will be fulfiled by the lead contact, Mehrshad Sadria
(msadria@uwaterloo.ca).

Materials availability
This study did not generate new, unique reagents or materials.

Data and code availability

® scRNA-seq with matched lineage tracing data analyzed in this study are
existing, publicly available datasets; their accession numbers (GEO:
GSE140802 and GSE99915) are listed in the key resources table.

@ All original code has been deposited at GitHub and archived at Zenodo
and is publicly available as of the date of publication; GitHub: https://
github.com/garyhlai/deep-lineage; Zenodo: https://doi.org/10.5281/
zenodo.23570294.

® Any additional information required to reanalyze the data reported in this
paper is available from the lead contact upon request.
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Software and algorithms

Deep Lineage (this study) This paper GitHub: https://github.com/garyhlai/deep-lineage;
Zenodo: https://doi.org/10.5281/zenodo.23570294

Python 3.9.13 Python Software Foundation https://www.python.org/

TensorFlow-GPU 2.10.0; Keras 2.10.0 Abadi et al.*® https://www.tensorflow.org/

scanpy 1.8.2 Wolf et al.*’ https://scanpy.readthedocs.io/

scikit-learn 1.1.1 Pedregosa et al.”® https://scikit-learn.org/

NumPy 1.22.4; SciPy 1.10.1; pandas 1.4.3 Harris et al.°" and Virtanen et al.®” https://numpy.org/

matplotlib 3.5.1; seaborn 0.12.2 Hunter®® and Waskom®* https://matplotlib.org/

CoSpar 0.2.1 Wang et al.’ https://cospar.readthedocs.io/

CellRank Lange et al.”" https://cellrank.readthedocs.io/

SHAP Lundberg and Lee'’ https://github.com/shap/shap

METHOD DETAILS

Autoencoder for latent embedding of scRNA-seq data

To achieve the reduced dimension of the data before training the LSTM model, we employed an autoencoder, an unsupervised neural
network algorithm.*® The autoencoder consists of two components: an encoder, which compresses the high-dimensional scRNA-seq
datainto a lower-dimensional latent space, and a decoder, which reconstructs the data back to the original input space. The objective of
the autoencoder is to minimize the reconstruction error, measured using the mean squared error (MSE) loss function, expressed as:

9 N
Lag = 1% 21 |x; — Decoder(Encoder(x;))||
Where N is the number of training samples, x; is the i-th input data sample which is the gene expression of a cell. Encoder( ) and
Decoder( ) represent the encoder and the decoder parts of the autoencoder. By minimizing the above loss, the autoencoder learns

a lower-dimensional representation of the data while preserving important biological features, facilitating the analysis of time series
models (LSTMs, GRU).

RNN models for gene expression and early cell fate prediction

For the regression task of predicting gene expression for cells within a clone, we harnessed the power of RNNs, mainly LSTMs and
GRU. Unlike traditional feedforward neural networks, LSTM networks have loops and gates that enable information to persist and
flow across time steps, making them well-suited for tasks involving time series and sequential data analysis. The distinguishing
feature of LSTM is its memory block, which maintains a hidden state and a block state. The block state acts as a long-term memory,
enabling the network to keep and update relevant information over long time ranges. The hidden state carries short-term memory and
interacts with the block state through various gates. The LSTM block is composed of three main gates that control the flow of infor-
mation: the input gate (i), the forget gate (f), and the output gate (0).°® The input gate decides how much of the new input should be
added to the block state. The forget gate controls what information from the previous block state should be discarded, allowing the
network to selectively remember or forget information. The output gate determines what part of the block state should be exposed as
the hidden state. The equations governing the LSTM block operations are as follows:

Input gate i;:

ir = o(W; x he_1 + U x X; + b))
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Forget gate f;:

fr = o(Wr % he_q + Us x Xe + br)
Output gate o;:

0r = o(Wo % he_q + Uy x Xi + by)
Block state c;:

Ct = frx Cr_q+ip x tanh(Wg % hy_1 + Ue x X¢ + be)
Hidden state h;:
hy = o¢ * tanh(cy)

Here, X; represents the input at the current time step, h; _ 1 denotes the hidden state from the previous time step, and ¢ is the sig-
moid activation function. The weights and biases are represented by W;, W, W,, W¢, U;, U, U,, and U, are learnable parameters that
the LSTM network optimizes during training. To obtain a compact representation of the gene expression data, we used the latent
layer of an autoencoder as input to the LSTM model.

GRU is an RNN variant, designed to address some of the limitations of traditional RNNs, such as the vanishing gradient problem
that can interfere with the learning process. Similar to LSTM, GRU is particularly effective in processing sequential data and capturing
dependencies over long sequences. Each GRU block also contains a hidden state, but instead of having separate blocks and hidden
states like LSTM, it uses an update gate (z) and a reset gate (r) to control the flow of information.® These gates enable the GRU to
selectively update and reset the hidden state, facilitating the retention of relevant information and reducing the number of parameters
compared to LSTM. In GRUs, the reset gate controls how much of the previous hidden state should be forgotten, allowing the
network to decide what information to retain from the past. The update gate determines how much of the candidate hidden state
h': should be blended with the previous hidden state h; _4 to generate the new hidden state h;. This gate mechanism enables the
GRU to regulate the information flow effectively. The operations of a GRU block can be summarized as follows:

Reset gate ry:

rr = oW, « he_q1 + U x X + by)
Update gate z;:
zr = oWy « hy_4 + U, « X + by)
Candidate hidden state h';:
h'y = tanh(Wy, = (r; = he—1) + Un * X; + bp)
Hidden state h;:
hy = (1 —2z) x hy_1+z * h

Here, X; represents the input at the current time step, h; _ 1 denotes the hidden state from the previous time step, and ¢ is the sig-
moid activation function. The weights and biases are represented by W, W, W), U,,U,,Up,b,.b,, and by, are learnable parameters that
the GRU network optimizes during training. GRU is computationally more efficient than LSTM due to its simplified architecture, mak-
ing it particularly suitable for handling extensive datasets with limited computational resources or settings with limited training data.

The equations mentioned earlier can be used for both regression and classification tasks. In classification tasks, the model’s output
is then connected to a fully connected layer that handles the classification. Employing softmax activation in this layer allows the
model to derive class probabilities.

Classification_output = Softmax(w x h; + b)

Probabilistic formulation and architectural choice (Bidirectional vs. Autoregressive)

We formulate the cell fate prediction problem as a conditional probability estimation over a temporal sequence. While this can be
modeled using a standard autoregressive approach (predicting the next state x; based solely on past states x_;), similar to language
models, we found that lineage analysis benefits substantially from access to future context during training. Lineage tracing data
uniquely provides clone-matched endpoints, enabling us to leverage information from both progenitors and descendants. Therefore,
instead of a strictly autoregressive formulation, we employ a bidirectional architecture (Bi-LSTM) trained via a masking objective. This
approach enables the model to condition on the full temporal context P(x; | x.s, X-), enabling it to perform intermediate interpolation
tasks that are mathematically inaccessible to unidirectional autoregressive models. A detailed theoretical derivation of the autore-
gressive formulation and its comparison to our bidirectional approach is provided below (autoregressive formulation for cell fate
prediction).
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Autoregressive formulation for cell fate prediction

As an alternative to the bidirectional design, we explored an autoregressive formulation that predicts terminal cell fate by sequentially
generating gene expression along a lineage, followed by terminal cell-type prediction. The approach consists of two independently
trained components: (i) a cell-type classifier, a feedforward neural network mapping gene expression directly to cell type; and (ii) an
autoregressive gene-expression regressor, a multi-layer LSTM trained in a sequence-to-sequence fashion to predict future gene
expression. We train the LSTM with teacher forcing on temporally shifted gene-expression sequences: given expression at time
points xg and x4, the model is trained to predict expression at x4 and x,, respectively.

At inference we evaluate three increasingly challenging scenarios: (1) direct classification, in which x, expression is provided
directly to the classifier; (2) forward prediction, in which x, expression is predicted from (xo, X4) using the LSTM and then classified;
and (3) autoregressive prediction, in which x; is first predicted from xg, then x, is predicted from (xq, predicted x4), followed by clas-
sification. The classifier is a four-layer multilayer perceptron with hidden dimensions [512, 256, 128], ReLU activations, dropout (0.3),
batch normalization, L2 regularization (1e-5), and a sigmoid output trained with binary cross-entropy loss; the autoregressive regres-
sor is a three-layer LSTM with hidden dimension 256 and dropout 0.3.

Using LineageSim data (2,000 genes; 4,106 trajectories; 8,192 cells), the autoregressive model achieves 78.5% accuracy when
predicting terminal fate from xq alone and 89.1% when x; expression is also provided, whereas direct classification from x, expres-
sion achieves perfect accuracy as an upper bound (Table S11). Although autoregressive models can be effective for cell fate predic-
tion, they are inherently limited to causal, forward-only generation and cannot perform bidirectional inference, such as reconstructing
intermediate states from earlier and later observations (for example, predicting x4 from xg and x,). Deep Lineage is explicitly designed
to support both forward prediction and backward imputation within a unified framework, which motivated our choice of the bidirec-
tional architecture.

Fate-aware lineage simulation with LineageSim

To benchmark cell fate inference under known ground truth, we developed LineageSim,'* a fate-aware lineage simulator for single-
cell gene expression data. Unlike existing simulators, which generate gene expression conditioned only on the immediate cell state
and therefore carry no long-range coupling between progenitor expression and descendant fate (Markovian), LineageSim injects a
long-range fate signal into the latent representations that determine expression, so that each progenitor’s transcriptome carries
some information about its descendants’ terminal fates, the feature that fate-prediction methods are designed to recover.
LineageSim first constructs a phylogenetic tree by stochastic binary cell division, which produces a fully resolved tree across discrete
generations. Terminal fates (0 or 1) are then assigned probabilistically to cells at a configurable commitment depth D under a user-
specified class prior (default 50/50) and propagated to all descendants. For every progenitor at depth d < D we compute a fate bias p
€ [0, 1] defined as the fraction of its committed descendants assigned to Fate 1, giving a continuous summary of the progenitor’s
eventual developmental outcome. Gene expression is then driven by a per-cell Cell Identity Factor (CIF) latent vector that evolves
recursively along the tree under a fate-dependent drift plus Brownian noise:

CIF = CIF_parent + - M(d) - (2p — 1) +&,e~N(0, 6?),

where  sets the strength of the fate signal, ¢ the per-step diffusion, and (2p — 1) acts as a directional force (progenitors enriched for
Fate 1, p > 0.5, drift positively; those enriched for Fate O drift negatively). The modulator M(d) reflects that fate commitment
strengthens with differentiation, taking the values 0.4 for d < |3D/7] (early progenitors, weak signal), 0.8 for |3D/7] < d < D (inter-
mediate commitment), and 1.2 for d > D (committed cells, strong signal). Each gene is mapped from the CIF to two-state kinetic pa-
rameters (burst frequency, burst size, and mRNA degradation rate) through sparse weight vectors, and count-level expression is
sampled from the kinetic model used by TedSim,*” to which technical noise is added to mimic scRNA-seq dropout. For the bench-
marks reported in this study we generated a tree of 8192 cells across two terminal fates with 2000 simulated genes, fate-signal
strength p = 1.0, Brownian noise ¢ = 0.5, commitment depth D = 9, and a 50/50 class prior, from which we sampled 4106 cell lineage
trajectories. Each trajectory consists of three temporally ordered cells: an early progenitor x0, an intermediate cell x1, and a terminal
cell x2 all drawn from the same root-to-leaf path through the lineage tree. The trajectory-level fate distribution was nearly balanced
(2051 vs 2055). A classifier baseline showing that the injected fate signal is recoverable from progenitor expression above chance
level is reported in14. All splits on LineageSim data are performed at the trajectory (clone) level: trajectories are randomly partitioned
into 80% training, 10% validation, and 10% test, with all three cells of a trajectory remaining within the same fold. Because each tra-
jectory is a distinct root-to-leaf path through the lineage tree, this prevents leakage of cell-of-origin information between folds. The
same trajectory-level split is used for the barcode-dropout and clone-misidentification robustness experiments (Figure 2). Test tra-
jectories are held fixed across all noise conditions for fair comparison, and dropout or label-shuffling is applied only within the training
and validation folds. For the real datasets, the analogous split is performed at the clone level so that all cells sharing a clonal barcode
reside in a single fold, again preventing leakage of lineage information across different sets.

Data preprocessing

To show Deep Lineage can handle different barcoding strategies, we applied it to data generated from two barcoding methods: Larry
and CellTagging. '®2° Given the selection of a preprocessing method depends on the specific goal of the analysis, the performance of
a supervised method can serve as a useful metric. Therefore, in each task (prediction of cell fate and gene expression), we compare

e3  Cell Systems 77, 101759, November 18, 2026



Please cite this article in press as: Sadria et al., Deep Lineage: Single-cell lineage tracing and fate inference using deep learning, Cell Systems (2026),
https://doi.org/10.1016/j.cels.2026.101759

Cell Systems @ CelPress

OPEN ACCESS

the performance of different preprocessing steps before training the models and choose the one that leads to higher accuracy (lower
reconstruction error for AE and lower loss for RNN) for that data. Our evaluation involves many combinations that incorporate
different count normalization, log transformation, several scaling techniques, different numbers of highly variable genes, and different
dimensionality reductions. For both reprogramming and hematopoiesis data, we found that log transformation without count normal-
ization achieves the highest accuracy and as expected using only raw counts or just scaling without log transformation results in poor
performance which is consistent with a recently published scRNA-seq data processing benchmark paper®® (Table S9). Following
this, we select the highly variable genes and employ an autoencoder for dimensionality reduction (the architectures can be found
in Table S9). We used these two datasets because they are based on two distinct lineage-tracing methodologies, LARRY and
CellTagging, which link cell states across time rather than only at a single endpoint, do not require lineage-tree inference to establish
sister-cell relationships, exhibit low single-cell barcode-dropout rates, and need only a lentiviral barcode library rather than a multi-
component genome-editing system.

Modelling choices and training

After completing the preprocessing step, the gene expression data is partitioned into three subsets: 80% for training, 10% for vali-
dation, and 10% for testing. To optimize model performance, we conduct an extensive hyperparameter search using various model
types (LSTM, GRU, bidirectional LSTM), model architecture (number of layers, nodes in each layer), and activation function (tanh,
ReLU, leaky ReLU with o = 0.3) (the detailed results are provided in Tables S9 and S10). Subsequently, we select specific sets of
parameters that demonstrate higher accuracy for both the autoencoder reconstruction and the LSTMs during regression and clas-
sification tasks, tailored to each dataset. For the autoencoder, we employ the mean squared error as the loss function, to ensure
effective learning of the latent representation. After training the autoencoder, the resulting latent embedding is used to train the
RNN models. In the regression task, where we aim to predict gene expression levels of cells across different developmental stages,
we employ the mean squared error as the loss function. For predicting early cell fate bias (classification task), we adopt the categor-
ical cross-entropy loss function. Throughout the training process of both the autoencoder and the RNN models, we implement early
stopping, which enables us to halt the training once the models demonstrate optimal performance on the validation set, preventing
overfitting and supporting generalization to unseen data. In each iteration, we randomly select a training sample and update the net-
work’s weights using SGD (Stochastic Gradient Descent) and Adam optimization algorithms with a default learning rate of 0.001.
Also, RNN training can be slow due to the sequential nature of computations. To tackle this challenge, we use the cuDNN LSTM tech-
nigue, which uses GPU-accelerated optimization to enhance the training efficiency of Long Short-Term Memory (LSTM) networks. By
using the parallel processing capabilities and specialized algorithms offered by cuDNN LSTM, we achieve a substantial acceleration
in model training speed. In addressing instances of missing data within time series, a common approach involves the use of masking
techniques. When a data point at a specific time step is not available, the model skips that particular time-step and proceeds to the
subsequent one. By using masking in both classification and regression tasks, we ensure that the time series model handles missing
data consistently and effectively. Regarding the model selection, we observe that GRU and LSTMs achieve high accuracies with
LSTMs showing slightly higher performance (Tables S3, S4, S5, and S9). However, if computational resources are limited, we recom-
mend using GRU over LSTMs, as GRU requires less computing power.

Comparison with existing methods

To establish a benchmark for evaluating the performance of Deep Lineage in early cell fate bias and predicting gene expression of cell
progenies, for hematopoiesis data we selected existing relevant methods to compare to: Cospar9, Super-OT,'® WOT,? and GAN-
Based OT.'® We adopted the same task as Super OT,'° which involves evaluating the accuracy of fate prediction for day 2 cells
in relation to their development into day 4 and 6 cell types. Specifically, using the clonal information from the dataset, we identify
whether each day 2 cell is more likely to differentiate into a neutrophil or a monocyte, assigning this label accordingly. For Cospar
and WOT, we used the default parameters as reported in their documentation. For other methods where the code was not available,
we attempted to reimplement the method. In cases where our reimplementation resulted in lower accuracy, we used the accuracy
metrics reported in their respective studies to ensure a fair comparison of our model’s performance with these established
benchmarks.

In the context of early cell fate bias in the reprogramming dataset, we conducted a comparative analysis between Deep Lineage
and CellRank.?" The CellRank framework integrates similarity-based trajectory inference with RNA velocity to uncover directed prob-
abilistic state-change trajectories. When applying CellRank to the reprogramming data, we followed the recommended preprocess-
ing steps, including filtering genes based on a minimum expression threshold across ten cells and at least 20 counts in both spliced
and unspliced layers. Following this, normalization by total counts per cell was performed, along with log transformation, while se-
lecting the top 2,000 highly variable genes. Subsequently, a PCA representation was computed using the top 30 principal compo-
nents (PCs) to construct a K-nearest neighbour (KNN) graph, with K set to 30.

Simulating and evaluating in silico perturbations

Model perturbation experiments were conducted using both regression and classification models. In silico perturbations were intro-
duced by modifying the preprocessed expression values of target genes in the input data (cell/clone/time-point-by-gene matrix). For
simulated gene knockdown, expression was set to zero, while for overexpression, it was set to five times the baseline expression
level. These perturbations were applied at specific time points in the experimental timeline: day 15 for the reprogramming dataset
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and day 2 for the hematopoiesis dataset. Single-gene perturbations were not sufficient to see strong effects, so we perturbed all 10
genes simultaneously, as described in the results.

Post-perturbation, we used the altered time-series data as input for our regression models, which were then employed to predict
the gene expression data for subsequent time points, specifically day 21 and day 28 for reprogramming and day 4 and day 6 for he-
matopoiesis. For consistency, the same neural network architecture as the baseline model (trained on the original data before pertur-
bation) was used for each dataset. Following generation of the perturbed time-series data, we used the classifier from our clonal fate-
bias experiments to classify clone fates. The focus of these perturbations was on monocytes and neutrophils, motivated by available
experimental evidence or reported associations for these cell types. The target genes for perturbation were selected based on the
output of the SHAP method, which ranked gene importance within the model and guided selection of genes with a strong impact on
the fate of monocytes and neutrophils.

Hardware used

Three computational setups are used for data processing, model training, and plotting. A distributed computing system was used
extensively for data processing and model training. Nvidia A100 (40GB) and Nvidia P100 (16GB) GPUs were used on this computing
server. Intel Xeon E5-2680v4 2.4 GHz (Broadwell) and AMD EPYC 7542 2.9 GHz CPUs were used for other tasks. The maximum
memory used on these servers was 64GB. Additionally, the SciNet Trillium cluster was used for model training. A single Nvidia
H100 (80GB) GPU and AMD "Genoa" 2.4 GHz CPUs were used on this cluster, with up to 768 GB of RAM available per node.

QUANTIFICATION AND STATISTICAL ANALYSIS

Model performance was quantified as follows. Gene-expression prediction was evaluated using the Pearson correlation coefficient
() between predicted and held-out ground-truth expression, computed per gene or per clone as indicated in each figure legend; R?
denotes the squared Pearson correlation. Cell-fate classification was evaluated using accuracy, categorical cross-entropy loss (the
cross-entropy between the predicted class-probability distribution and the true fate labels, for which lower values indicate better
classification), and the area under the Receiver Operating Characteristic curve (AUC). For every dataset, clones or, for simulated
data, trajectories were partitioned into 80% training, 10% validation and 10% test, with all cells of a clone assigned to the same
fold to prevent leakage of lineage information, and accuracies are reported on the held-out test set. Candidate fate-driver genes
were prioritized using SHAP (SHapley Additive exPlanations) values from the trained model, and enrichment of the top 200 genes
was assessed by Gene Set Enrichment Analysis (GSEA). The numbers of cells, clones, trajectories and genes underlying each anal-
ysis are stated in the corresponding figure legends. Throughout, statistical terminology is used only in its formal statistical sense,
comparative statements not supported by a formal statistical test are described using non-statistical language. Unless a legend
states otherwise, each value plotted in a figure is a single summary statistic computed on the held-out set for one condition rather
than a summary of replicate measurements, so inferential tests are not reported and comparisons between conditions are
descriptive.
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a Single barcoding b Cumulative barcoding

Developmenttime Developmenttime

Figure S1. Deep Lineage is compatible with both single and cumulative barcoding data, related to Figure 1. (a)
[lustrates single barcoding, while (b) presents a cumulative barcoding strategy. This figure is a schematic illustration
and does not display experimental data.
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Figure S2. Correlation values show the predictive power of Deep Lineage in estimating gene expression profiles
of unseen cells, related to Figures 3 and 5. The shaded density curve summarizes the distribution of Pearson
correlations between predicted and observed gene expression profiles across clonal lineages. The box plot and red
diamond indicate the interquartile range and mean, respectively. a, Correlation values for neutrophil, monocyte, and
combined clonal lineages on day 6 of hematopoiesis. b, Correlation values for failed, successfully reprogrammed, and
combined clonal lineages on day 28 of the reprogramming process. Datasets: mouse hematopoiesis (Weinreb et al.;
GEO: GSE140802; a) and fibroblast-to-iEP reprogramming (Biddy et al.; GEO: GSE99915; b).
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Figure S3. Ablation studies show that clonal structure is essential for accurate early cell fate prediction, related
to Figures 4 and 6. To quantify the value of lineage information, ablation studies removed the clonal structure from
hematopoiesis (a) and reprogramming (b) models. This forced the models to rely solely on transcriptomic profiles.
Heatmaps and bar plots show classification metrics (accuracy, precision, recall, F1 score) between the full (Control)
and ablated models. Removing clonal structure severely degrades performance across both datasets. Notably,
reprogramming accuracy collapses to near-random chance. This demonstrates that early gene expression states alone
are insufficient, and lineage history is essential for accurate early fate prediction. Datasets: mouse hematopoiesis
(Weinreb et al.; GEO: GSE140802; a) and fibroblast-to-iEP reprogramming (Biddy et al.; GEO: GSE99915; b).
Metrics (accuracy, precision, recall, F1) compare the full model (Control) with the clonal-structure-ablated model on
held-out test clones; per-configuration values are listed in Tables S2 and S7. Ablated classification accuracy falls to
~0.52 (hematopoiesis) and ~0.51 (reprogramming), near the 0.50 chance level.
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Figure S4. Expression prediction accuracy in fibroblast reprogramming, related to Figure 5. The dot plot
illustrates the average expression of various genes between real cells and Deep Lineage predictions, for successful
and failed reprogrammed cells. Dataset: fibroblast-to-iEP reprogramming (Biddy et al.; GEO: GSE99915). Each point
is a gene; axes are mean predicted versus mean real expression for successful and failed reprogramming cells.



Hyperparameter Values

Latent dimension 50, 75, 100, 150, 200

Hidden layer sizes 512, 256]
1024, 512, 256]
2048, 1024, 512, 256]

[
[
[
[4096, 2048, 1024, 512, 256]

Learning rate le-4, 5e-4, 1e-3, 2e-3

Batch size 1024, 2048, 4096

Table S1. Hyperparameter search space for autoencoder optimization, related to Figure 2 and STAR Methods.
Hidden layer sizes define the encoder architecture (decoder mirrors the encoder). Total configurations searched: 5 x
4 x 4 x 3 =240 configurations. The optimal configuration (latent dimension = 200, hidden layers = [1024, 512, 256],
learning rate = Se-4, batch size = 1024) was selected based on reconstruction accuracy on the validation set.



Gene Roles References

Cryab Promotes osteogenic differentiation of human bone marrow stem cells | (1)
via stabilizing B-catenin and promoting the Wnt signalling.

Gpx3 Involved in regulating the differentiation fate of Cardiac Fibroblasts. | (2)

Coll2al Mediates cellular and extracellular mechanisms in development, | (3)
regeneration, and disease.

1l6st Plays a key role in cellular reprogramming, particularly in the | (4)
generation of induced pluripotent stem cells.

Gasl Modulates critical signaling pathways (Notch, SHH, Myc) making ita | (5,6)
key player in cellular reprogramming and differentiation.

Dlkl Regulates stem-cell pools and tissue differentiation by playing a | (7)
pivotal role in controlling stem cell fate decisions and maintaining
tissue homeostasis.

Gata2 GATA2 is crucial for maintaining hematopoietic stem cells (HSCs) | (8)
and guiding their differentiation into various blood lineages. Mutations
in GATA2 can result in cytopenias, bone marrow failure, and an
increased risk of myeloid malignancies, known as GATA2 deficiency
syndrome.

Prtn3 Prtn3 regulates myeloid differentiation by downregulating STAT3 | (9)
expression, indicating a potential therapeutic target for the treatment
of acute myeloid leukemia.

Mmp8 MMP8 plays a crucial role in fate and function in the hematopoietic | (10)
niche. It facilitates HSC mobilization through the cleavage of
extracellular matrix components and cell adhesion molecules in the
bone marrow niche.

Lpl Lpl regulates hematopoietic stem progenitor cell maintenance through | (11)
DHA supply.

Table S8. Key genes identified in reprogramming and hematopoiesis with their associated functions, related to
Figure 7. This table presents a curated list of top genes prioritized by Deep Lineage in both cellular reprogramming
and hematopoiesis. Each row includes the gene symbol and a brief description of its known function or role, supported
by relevant literature. The genes listed play diverse roles in stem cell maintenance, differentiation, signaling pathways,
and tissue homeostasis.
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Approach Accuracy

Xo expression — autoregressively predict x2 type 0.785
Xo + X1 expression — predict x2 type 0.891
X2 expression — predict x2 type (upper bound) 1.000

Table S11. Terminal-fate prediction accuracy of the autoregressive baseline on LineageSim data, related to
STAR Methods. Terminal fate was predicted either directly from x» expression (upper bound), from x. expression
forecast by the sequence-to-sequence LSTM given xo and xi, or fully autoregressively from xo alone (x: and then x-
forecast before classification), followed by the feedforward cell-type classifier described in STAR Methods
(Autoregressive formulation for cell fate prediction). Accuracies are computed on held-out LineageSim test
trajectories (2,000 genes; 4,106 trajectories; 8,192 cells).
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